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Terra Populus (TerraPop) is a project designed to lower barriers to conducting human-
environment interactions research.  It will do this by making data with different formats from 
diverse scientific domains accessible and easy to use in combination.  TerraPop will develop 
infrastructure to integrate, disseminate, and preserve data describing population and environment 
on a global scale over the past two centuries, including data on human population characteristics, 
land use, land cover, and climate. It will make these data interoperable across time and space, 
disseminate them to researchers and the public, and preserve them for future generations.  The 
TerraPop data will be available to all users free of cost. 

TerraPop is housed at the Minnesota Population Center (MPC) at the University of Minnesota.  
The project is a collaboration of the MPC with two other organizations at Minnesota and two 
external organizations: the University of Minnesota Institute on the Environment (IonE), the 
University of Minnesota Libraries, the Center for International Earth Science Information 
Network (CIESIN) at Columbia University, and the Inter-university Consortium for Political and 
Social Research (ICPSR) at the University of Michigan. TerraPop is funded by the National 
Science Foundation Office of Cyberinfrastructure as part of the DataNet initiative.  The first 
phase of the project is funded from 2011 to 2015.  A public beta release of the data system is 
scheduled for late 2013, and the official release in early 2014. 

Population Growth and Environmental Change 
Many of today’s key scientific challenges involve understanding the interconnections between 
population growth and environmental change in the face of rapid transformations in both.  Over 
the past five decades, the world’s population more than doubled, and the spatial distribution of 
population is also changing dramatically. The rate of population growth is slowing as fertility 
rates decline, creating a shift in the age composition of the world’s population (National 
Research Council, 2001; United Nations, 2006). Other dramatic demographic trends—rising 
urbanization and international migration, industrialization of the developing world, and 
improvements in education and health—are likely to continue or accelerate in coming decades. 
Economically speaking, world per-capita gross domestic product roughly doubled, but that 
expansion was uneven, marked by growing inequality in many regions and little convergence in 
economic development between rich and poor countries (Ferreira and Ravallion, 2009; Lutz and 
Goujon, 2001).  

The extraordinary levels of global demographic and economic growth since the 1950s have had 
ominous environmental consequences: alarming environmental degradation, resource depletion, 
and climate change (O’Neill, MacKellar, and Lutz, 2001; World Bank, 2009). In just the last 50 
years, food and water consumption roughly tripled, alongside a four-fold increase in use of fossil 
fuels. These increases in consumption place extraordinary new pressures on global land 
resources, biodiversity, and “ecosystem goods and services” (Fischlin et al., 2007; Foley et al., 
2005). The average global temperature has gone up 0.74˚ Celsius over the past century, and is 
now rising at an accelerating pace, and new precipitation patterns are becoming more 
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pronounced. Deforestation and pollution are compounding the direct effects of global warming 
and contributing to the destruction of ecosystems and decline of biodiversity (IPCC, 2007; 
National Science Foundation, 2009).  

The connections between population and environment work in both directions.  The key drivers 
of environmental change—especially fossil fuel emissions and deforestation—are direct 
consequences of population growth and economic development. Conversely, environmental 
change has profound implications for demographic behavior. Flooding, erosion of coastal areas, 
destruction of ecosystems, and drought and degradation of water supplies all have consequences 
for human populations, such as mass migration, food scarcity, and increased armed conflict. 

The Need for TerraPop 
Our understanding of the interactions of population and environment has been hampered by the 
dearth of internationally comparable data.  The variety of data needed to study human-
environment interactions is scattered across scientific disciplines and is consequently subject to 
different conventions, terminologies, access mechanisms, and data formats.  Simple discovery of 
the available data sources is difficult for non-specialists of the relevant fields.  It is substantially 
more daunting for a researcher to manipulate those data into a form amenable to the analytical 
methods of their field.  In fact, few researchers have the necessary background to handle the 
variety of data formats, and the cost of doing so is high even for those with the requisite skills.   

Key scientific organizations, including the U.S. National Research Council and National Science 
Foundation, have emphasized the need for readily discoverable, accessible, and integrated data 
spanning large spatial, temporal, and topical extents.  Scientific advances and policy insights are 
greatest when users with varying theoretical perspectives and models have access to the same 
data.  The National Research Council (2001) makes a compelling case for the development and 
use of cross-national and cross-temporal data sources, arguing that “cross national studies 
conducted within a framework of comparable measurement can be a substantially more useful 
tool for policy analysis than studies of single countries.” The National Science Foundation (NSF) 
Cyberinfrastructure Council describes “a vision in which science and engineering digital data are 
routinely deposited in well-documented form, are regularly and easily consulted by specialists 
and non-specialists alike, are openly accessible while suitably protected, and are reliably 
preserved”, and NSF’s 2009 report on Solving the Puzzle of climate change reinforces the 
importance of cyberinfrastructure (National Science Foundation, 2007; 2009).  

The TerraPop infrastructure will directly address these cyber- and data infrastructure needs. 
TerraPop will create a system for integrating and disseminating spatiotemporal data. It will 
preserve and integrate social and natural science data and metadata from across the globe, 
disseminate them across multiple research communities, and translate these digital data into 
usable knowledge.  The data that will be incorporated into TerraPop have broad spatial and 
temporal dimensions.  Most of the data are global in extent and span the past five decades, and 
some sources reach back to the nineteenth century.   

The closely integrated population and environmental data that will be made available through 
TerraPop will allow us to describe the unfolding transformation of human and ecological 
systems. By creating a framework for locating, analyzing, and visualizing data describing the 
world's population and environment in time and space, TerraPop will provide unprecedented 
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opportunities for investigating the agents of change, assessing their implications for human 
society and the environment, and developing policies to meet future challenges.  

Source Data 
By allowing researchers to easily obtain integrated data on both population and environment in 
formats conducive to their work, TerraPop will constitute a unique resource for investigating 
changes in the human-environment system. The initial phase of the project focuses on five 
specific kinds of data:  

1) Census and survey microdata describing the characteristics of individuals and their 
families and households 

2) Aggregate census and survey data, describing the population characteristics of places 
3) Census and survey data describing land use and land cover characteristics of places 
4) Remote-sensing data describing land cover and other environmental characteristics 
5) Climate data describing temperature, precipitation, and other climate-related variables  

The core of TerraPop’s population data is the Integrated Public Use Microdata Series (IPUMS), 
the world’s largest collection of spatiotemporal population data (Ruggles et al, 2008; Minnesota 
Population Center, 2009a). IPUMS combines census and survey data into one seamless database 
where all variables are coded consistently across countries and over time.  Each record in IPUMS 
is a person, hence “microdata.” IPUMS currently provides individual-level data on 545 million 
people from 238 censuses in 74 countries since 1960.  By 2017, the database is expected to 
include roughly one billion records (see www.ipums.org).  The IPUMS data are complemented 
by the National Historical Geographic Information System (NHGIS), the most extensive 
collection of small-area population data for the United States (Minnesota Population Center, 
2009b). 

TerraPop will also incorporate the world’s largest collection of spatiotemporal data on 
agricultural acreage and yields, the Global Landscapes Initiative (GLI).  GLI data include 
harvested area and yields for 175 crops in the year 2000 and cropland and pasture data back to 
1700.  These data are derived from census-based land-use and land-cover records in combination 
with remotely sensed information, enriching both forms of data (Ramankutty and Foley, 1998, 
1999; Ramankutty et al, 2008; Monfreda, Ramankutty and Foley, 2008).  

TerraPop will make IPUMS and GLI data interoperable with important global data sources on 
land cover and climate.  The initial release of TerraPop will include data from the Global Land 
Cover 2000 and WorldClim datasets (Fritz et al, 2003; Hijmans et al, 2005). Both of these 
datasets provide global coverage with approximately 1-kilometer resolution.  The GLC2000 
dataset is based on SPOT-4 vegetation imagery and uses a globally standardized 22-class 
classification system based on the FAOs Land Cover Classification System (Di Gregorio and 
Jansen, 2000).  The WorldClim dataset is derived from climate data from nearly 25,000 stations 
around the world and includes several temperature and precipitation variables. 

The datasets being incorporated into TerraPop are obtained in three basic formats: 

1) Microdata structured as records of individuals and households 
2) Area-level data structured as records of places 
3) Raster data structured as values arranged in a spatial grid 
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The flexibility inherent in population microdata makes them extremely powerful.  Microdata 
records for individuals contain demographic and other variables such as age, sex, occupation, 
education, and migration.  Records of individuals are organized into households, providing 
information about family structure and variables related to household characteristics such as 
utilities and dwelling materials.  Figure 1 gives an example of census microdata, with persons 
organized into households (identified by the variable HHID) and having individual-level 
responses.  The availability of data at the level of individuals allows researchers to investigate 
very specific relationships and to summarize data in ways that may not be possible with area-
level data alone.  For example, a researcher could analyze age by individual years, whereas area-
level data may only be tabulated in five-year categories.  The organization of persons into 
households also allows the creation of novel measures never found in area data, such as 
children's school attendance by the employment status of one or both parents. 

Figure 1. Census Microdata 

 

Although they offer unique analytic possibilities, population microdata do not generally contain 
information on environmental conditions.  Because the data describe actual individuals, they are 
subject to confidentiality measures restricting geographic specificity in ways that complicate 
spatial analysis.  Moreover, microdata are not available for all countries or time periods, so there 
are coverage gaps in both spatiotemporal dimensions. 

Area-level data are available for both population and environmental characteristics and are 
commonly used for many types of analysis.  Area-level population characteristics may be 
derived from censuses or surveys, and they are more broadly available than microdata.  Figure 2 
shows population counts of different fuels used for household lighting by district in 2008 
Malawi.  For many organizations, the area-level data are the primary product intended for public 
distribution, and the underlying microdata used to generate the area summaries are lost or 
deemed not suitable for dissemination.  Thus, population data summarized to administrative units 
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are often available for countries and time periods where microdata do not exist.  Area data are 
also highly heterogeneous, including such things as agricultural censuses describing land use, 
economic censuses, and a host of indicators produced at the national level. 

Figure 2.  Area Data: Source of Fuel for Lighting, by District (N of persons) 

 

Though they are broadly available, area data lack the flexibility of microdata and raster data.  
There is an extra layer of decision-making built into the tabulation of the data that often cannot 
be unwound, such as the grouping together of categories or imposition of a particular universe 
for specific statistics.  Those differences can make it difficult or impossible to create fully 
comparable statistics across times and places.  The formats in which area data are produced also 
pose a serious technical challenge.  Many of these data are organized as tables intended for 
human comprehension, not for interpretation by statistical software. 

Many environmental datasets are produced as rasters, which divide a geographical area into grid 
cells and provide a data value, such as average annual temperature, for each cell.  Satellite 
imagery and data derived from it, such as land cover, are typically produced in raster format.  
Figure 3 presents a stylized snippet of raster data describing the type of land cover 
predominating in each grid-cell.  Data from point measurements, such as climate stations, may 
also be interpolated to produce raster data that covers the entirety of a geographical area.  Raster 
data from remote sensing devices lack some of the richness of microdata and area data, providing 
a single value per grid cell.  But the data have wide coverage, are geographically precise, and can 
be overlaid onto any set of boundaries. 
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Figure 3.  Raster Data: Land Cover 

 

Data Preparation 
Developing a system that can accommodate three distinct data types requires considerable 
processing and metadata development.  Fortunately, TerraPop can build on the technical 
standards and methods developed for the IPUMS and NHGIS projects at Minnesota.  A variety 
of software tools convert the original metadata into structures understood by the data processing 
and web software.   

TerraPop will be designed at the outset to use the IPUMS population microdata and its 
associated metadata without modification.  Because IPUMS has already harmonized the 
population data internationally, they come to TerraPop fully documented and well suited to the 
project’s needs.   

In the initial project phase, the area data will be tabulated from the IPUMS microdata at the 
national and subnational levels.  New software is required to conduct these tabulations at scale 
and generate datasets understood by the TerraPop system, and metadata must be written to 
describe for users how the data were constructed.  But the source microdata are fully consistent 
and documented, minimizing the challenges.   
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The raster data for the initial release come at different resolutions: 1 kilometer and 10 kilometer 
grid cells.  To increase compatibility and minimize processing demands in the early stages of the 
project, the higher-resolution data—the climate and land-cover datasets—will be converted to 
10-kilometer cells.  The metadata accompanying raster datasets tends to be uneven and not 
consistently organized in a form that software can interpret.  Some labor is required to prepare 
this material for purposes of documenting variables in the web dissemination system, and much 
must be written from scratch. 

Geographic Harmonization 
Processing the data types into TerraPop-ready form is an essential but insufficient condition for 
building an interoperable data system.  The lynchpin of interoperability is geographic 
harmonization.  The ability to link data across the three basic formats relies on spatial data 
delineating the boundaries of administrative and statistical units.  Microdata records include 
codes identifying the unit within which the individual lives, and area-level data include similar 
codes identifying the unit described by the record.  These codes can be used to link microdata 
and area-level data and connect both types of data to real-world locations through boundary data.  
The boundaries can then be overlaid on raster data to link all three data formats. 

Accurate boundary information is necessary to combine data from different sources.  Data 
derived from statistical agencies and administrative sources may use different spatial units, and 
codes within the datasets must be harmonized.  The most serious challenge for TerraPop, 
however, is change over time in the boundaries of geographic units.  Going back several decades, 
it is not unusual for governments to create new administrative divisions, for units to merge, or for 
boundaries to shift.  Yet, for most analyses over time, one wants to hold the geographic space 
constant and study the changes in the attributes of the units, whether population, land cover, or 
climate.   

Geographic harmonization is necessary to ensure that analyses are not subject to artifacts of 
boundary changes.  The first step is to acquire modern digital boundary files that identify the 
administrative units in the datasets.  Boundary files for older data typically do not exist, and it is 
necessary to digitize maps, using the modern boundaries as a base for editing.  Most changes 
involve the creation of new units (i.e., splitting), which requires only erasing some new 
boundaries from the modern file to create the original units.  But other changes do happen and 
can involve hand work drawing new lines.  The final product of this process is a set of 
boundaries that match the units in every dataset for a country.   

Once the foregoing is complete, one has accurate boundary data for a country, but some of those 
boundaries define different spaces over time, some units do not exist in all periods, and the 
names of places may have changed.  Year-specific boundaries are sufficient for static 
applications where time is not an element in the study, but temporal analyses require that the 
units be harmonized over time.  The method for doing this is to overlay the boundaries from 
different periods, combining units together until the outer boundary of the combined area defines 
a space that is identical in all times.  Thus, if unit A in an early dataset later split into A and B, 
the harmonized unit would be A+B in all periods.  Figure 4 overlays 1980 and 2000 municipio 
boundaries for a portion of Brazil.  In practice, harmonization tends to have the biggest impact in 
the modern period, forcing the re-aggregation of places that split in the past, which is by far the 
most common type of change.  The full unharmonized geographic detail is still available to 
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researchers studying a single point in time, where boundary changes are irrelevant.  Using 
harmonized TerraPop geography, it is possible to analyze change over sixty years in population 
characteristics over much of the world at the sub-national level.  

Figure 4.  Brazil Municipio Boundaries Super-imposed 2000 and 1980 

 

A final element in geographic harmonization addresses complications arising from 
confidentiality procedures.  Population microdata describe real people, and their privacy must be 
protected.  Various measures are taken to ensure this, but the salient one for TerraPop is that no 
unit with fewer than 20,000 population can be identified in the microdata.  Thus, at the first 
administrative level of, say, province, all units within a country may meet the minimum 
population threshold.  But at the district level, many may not.  The small districts need to be 
combined with other units to meet the 20,000 minimum.  IPUMS, the source of the microdata, 
simply combines all the small units within the province into a single residual category; but the 
resulting aggregations may not be contiguous, and they can create oddly shaped aggregations 
that themselves are sometimes large enough to be subdivided, if one had a scientific basis for 
doing so.  TerraPop addresses this problem by using a program called REDCAP to combine 
small units based upon empirical criteria (Guo, 2008).  Preliminary study suggests population 
density and a rule forcing contiguity yield promising results for constructing sensible regions. 
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Data Access System 
TerraPop must enable researchers to identify the data they need, choose a data format in which 
they want to work, and convert those data—whatever their original type—into the desired 
format on demand.  The goal is to make it easy to construct datasets that combine data derived 
from all three formats:  

(1) Microdata describing the characteristics of individuals, families, and households merged 
with variables describing the characteristics of the physical environments and social 
contexts in which they live  

(2) Area-level data describing population and environmental characteristics of spatial units, 
including summaries of variables from both microdata and raster data 

(3) Raster data that provide estimates of both environmental and population attributes 

Figure 5.  TerraPop Data Format Conversions 

 

The TerraPop web system will allow variable browsing across the three data formats.  Users 
select datasets to identify the places, times, and topics of interest to them.  The system will 
restrict the variables displayed to only those selected datasets, preventing overloading the user 
with extraneous information.  (It is also possible to view everything without filtering.)  A drop-
down menu organizes the variables by topic within each of the three data types.  At a click, 
researchers have access to full metadata for each variable, as applicable to its data type: variable 
description, codes, frequencies, questionnaire text, how the data were constructed, etc.   Users 
click checkboxes next to the variables in the list to send them to the “data cart”.  Researchers can 
click on the cart at any time to see the variables and datasets they have selected.  If they are 
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satisfied with their choices in the cart, they click “continue” to initiate the steps necessary to 
finish defining their data extract. 

Figure 6.  TerraPop Data Browsing and Selection 

 

The first decision in the extract check-out process is the most fundamental: whether the user 
wants data output as microdata, area data or rasters.  Subsequent steps depend on that choice and 
on the types of variables in the cart that need to be transformed.   For most transformations, the 
user needs to specify the level of geography at which data need to be linked and/or summarized: 
country, first administrative, or second administrative level.  Data are held in their native formats 
behind the scene and are only processed for data extracts upon request.  There are six possible 
data conversions. 

1) Area to microdata.  No user specification is needed.  Area-level variables, such as 
percent of workers engaged in agriculture, are simply appended to the microdata records 
that apply to their geographic space and time period.  They become contextual variables 
for subsequent microdata analysis.   

2) Area to raster.  No user specification is needed. A raster grid is superimposed on the 
area boundaries, and each raster falling within a particular geographic unit inherits its 
area-variable value.  In the initial release, all rasters within a given area will receive the 
same value.  In future years, the method will be refined to consider factors like elevation, 
water features, and built-up areas in distributing area values such as population counts or 
agricultural production.   

3) Raster to area.  The raster cells falling within each area need to be summarized into a 
single area-level value.  The user must specify the type of computation.  Possible 
procedures vary by the nature of the raster data—categorical, binary or continuous—and 



11 
 

include sum, mean, mode, maximum, etc.  The newly calculated variable, such as percent 
of land area in forest, is provided as a new variable on each area record. Figure 7 shows 
the kind of interface envisioned for this step. 

Figure 7. Raster Operation Screen 

 

4) Raster to microdata.  The same steps are required as raster-to-area, then the resulting 
values are distributed to all of the microdata records within each area. 

(The final two conversion possibilities will not be possible in the initial release of 
TerraPop, because they require a new tabulation system that can accept complicated user-
defined parameters.  This is a major project deliverable for the future.) 

5) Microdata to area.  If a user specifies area output, microdata variables need to be 
tabulated to the desired geographic level: for example, percent of population who are 
literate at the second administrative level.  The TerraPop interface must give researchers 
the flexibility to combine multiple microdata variables to define the measures they want, 
and with the desired denominators.  They need to be able to name the variable as well, so 
that proper metadata can be generated, such as labels for statistical software. The system 
must then be able to rapidly calculate the result for each geographic unit and attach it to 
the appropriate person records as a new person variable.  The tabulating system is a 
substantial software challenge in terms of user interface design and calculation engine. 

6) Microdata to raster.  This conversion requires the same steps as microdata to area (i.e., 
first defining the desired measure at the area level).  Once the summary area measure is 
defined, a raster grid is superimposed, and each raster falling within a particular 
geographic area receives its value.  Because this conversion requires the same tabulator 
as microdata-to-area calculations, it is the other type of transformation not available in 
the first TerraPop release. 



12 
 

After researchers specify the necessary data transformations, they submit their extract request, 
and the TerraPop backend software proceeds to construct the dataset.  Behind the scenes, the 
data are held in their native formats, and this is what the TerraPop system works from.  When 
processing is complete, the system sends an email to the user indicating that their data are ready 
to download.  Microdata and area data extracts come as a single file that pools records across 
time and space.  Each raster variable is produced as its own file, as is the norm for that format.  
The TerraPop system will produce files in CSV, SAS, SPSS and STATA formats.  It will also 
provide GIS boundary files corresponding to the geography in the extract. 

The TerraPop data system will support a wide array of research topics.  The following few 
examples offer a small sample of what we envision. 

• Analyze health outcomes in sub-Saharan Africa at the district level.  Calculate rainfall 
and temperature for areas from the WorldClim raster data, and measures of child 
mortality, socio-economic status, and sewage disposal from the IPUMS microdata. 

• Model deforestation and agriculture in the Yucatan, Mexico.  Calculate area in forest and 
crops from the GLC2000  land use dataset at the municipality level.  Combine that with 
climate raster data from WorldClim.  Summarize microdata at the area level indicating 
the types of industries in which people are employed, as well as schooling and other 
socio-economic factors. 

• Study the effect of specific crops on school attendance patterns in Latin America.  Use 
population microdata for school attendance, parental employment, and other household 
factors.  Add contextual variables calculated from the GLI crop raster data, indicating the 
intensity of various staple crops in the local area. 

After the Prototype 
The foregoing has described the core features of the TerraPop system intended for release in late 
2013-2014.  The current project period extends an additional three years, offering time to make 
many improvements.  Some of those are planned, others will be in response to user feedback – 
both spontaneous and actively solicited from the TerraPop Development Community.   

The most important planned addition is the aforementioned tabulator that lets users define new 
summary variables from microdata in a flexible and intuitive way.  Another improvement 
mentioned above is a smarter way of converting area data to rasters that does not simply 
distribute the same value across all cells within the unit.   

Geographic harmonization will continue through the life of the project, and the key to that work 
is acquiring or making digitized boundaries.  Harmonizing the first administrative level within 
each country over time is manageable.  The great challenge going forward is to harmonize the 
second level, which is much more difficult.  There are far more units at that level, and changes 
are much more frequent over time.  We have developed methods using second level Brazil and 
Malawi as case studies, but getting the raw materials to map the world over many decades is a 
bigger job than TerraPop can fully accomplish on its own in the near term.  It will remain a work 
in progress for the foreseeable future. 

It is also important that the project develop methods for processing the summary data produced 
by national statistical offices.  Those are generally distributed as tables when countries publish 
their census results, and they exist in myriad formats not conducive to easy data manipulation.  
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The U.S. census area data have already been transformed by the Minnesota Population Center 
into a useful form, and adding those NHGIS data to TerraPop will be a priority, as there is 
considerable research interest.  The tools developed for NHGIS will also be useful for processing 
some digital summary data distributed by national statistical offices.  Some area data, especially 
older data, may eventually need to be scanned and/or manually entered, because they were never 
produced in digital form.  The data are essential, however, because microdata will never exist for 
many countries and time periods. 

We expect to add many more raster data in the coming years, including additional land cover, 
historical climate, elevation, and gridded population datasets.  The range of potential area data is 
even greater, and could include topics such as economics, health, politics, and even laws: 
anything that can be associated with particular administrative areas or countries.   

Summary 
TerraPop is intended to remove obstacles to spatiotemporal research, especially those involving 
population and the environment, which have grown into an area of intense scholarly interest in 
recent years.  Researchers across many disciplines could benefit from each other’s data 
collections if a finite set of technical challenges can be met.  We believe we have identified the 
key problems that must be solved, and TerraPop is the platform on which we intend to 
implement the best solutions we can devise.  This will be a difficult and somewhat iterative 
process, but the rewards for success should be considerable for the research community. 

The Minnesota Population Center has developed numerous data infrastructure projects, but the 
TerraPop system is the most complex we have undertaken.  Despite its ambitiousness, in less 
than two years we have gone from nothing to a functional, if limited, prototype system that has 
many of the key functionalities we envision.  And within months we intend to make the system 
available to external users.  In our experience, that is quite rapid software development for a 
project of this scope, and it encourages us that we have a sound approach if, still, many 
challenges ahead. 

With TerraPop, data producers can reach a wider audience for the product of their labors.  It will 
be easier for population and environment researchers to work collaboratively across disciplines, 
and to leverage each other’s data collection efforts.  With less time manipulating data into 
amenable formats, fewer resources will be expended in the least productive areas of fledgling 
research projects.  Researchers can focus on the substantive analytical issues rather than 
logistics.  Most importantly, we hope that new kinds of science can be carried out and new 
discoveries made.  
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